2. Networking Fundamentals





2.1 The ISO Seven Layer Model





In the 1970s the International Standards Organisation formulated a model that could be used to design, understand and implement computer networking protocols. Each layer has a name and a purpose, and each layer communicates with the layers above and below it. Each layer represents a communications protocol, a set of rules, that allow it to communicate with the same layer on the computer that was being communicated with. Therefore the model introduces the idea of both a physical and a conceptual communications path between the two computers. Andrew Tanenbaum [Tanenbaum 1989] enumerated the principles behind the OSI model:





A layer should be created where a different level of abstraction is needed.


Each layer should perform a well defined function.


The function of each layer should be chosen with an eye towards defining internationally standardised protocols.


The layer boundaries should be chosen to minimise the information flow across the interfaces.


The number of layers should be large enough that distinct functions need not be thrown together in the same layer out of necessity, and small enough that the architecture does not become unwieldy.





The seven layers chosen span from the physical connections between the computers up to the layer with which the user actually interacts with the computer. In this order the layers are called the Physical layer, the Link layer, the Network layer, the Transport layer, the Session layer, the Presentation layer and finally the Applications layer.





Therefore two computers communicating directly can be represented by the following diagram.
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The conceptual data flow can clearly be seen between the two equivalent layers in the communicating computers. This coupled with a well defined set of interfaces between the adjacent layers above and below, allow each layer to be analysed in detail with little regard to what is happening elsewhere.





Each layer has a responsibility to provide a set of services to the layer above it, usually to enhance reliability or to add extra functionality. Starting from the top of this protocol “stack”, the function of each layer is:





The Application Layer provides the user interface - normally an application program/process - to a range of network wide information services. Examples of this layer include WWW Browsers and the TELNET program.





The Presentation Layer is concerned with the representation of the data during transfer between two communicating application processes/programs. In its simplest form this may be the conversion of the character set from ASCII to EBCDIC as used on IBM mainframe computers, and vice versa. In reality this layer performs a more complex task than simple character set transformation.





The Session Layer allows two application layer protocol entities to organise and synchronise their dialogue and manage their data exchange. It is thus responsible for setting up (and clearing) a communication channel between two communicating presentation layer protocol entities.





The Transport Layer acts as the interface between the higher application-orientated layers and the underlying network-dependent protocol layers. It provides the session layer with a message transfer facility that is independent of the underlying network type. By providing the session layer with a defined set of message transfer facilities, the transport layer hides the detailed operation of the underlying network from the session layer.





The Network Layer is responsible for establishing and clearing a network wide connection between two transport layer protocol entities. It includes such functionality as network routing, and in some instances flow control across the computer-to-network interface.





The Link Layer builds on the physical connection provided by the particular network to provide the network layer with a reliable information transfer facility. It is responsible for functions such as error detection, and in the event of transmission errors, the retransmission of messages.





The Physical Layer is concerned with the physical and electrical interfaces between the user equipment and the network terminating equipment. It provides the link layer with a means of transmitting a serial bit stream between the two equipment’s.





These definitions are based on those provided by Halsall [Halsall 1996].





Since the formulation of the seven layer model there has been much debate as to whether seven layers is too many. In particular the Presentation and Session layers have suffered from the label of being layers in search of a function. The Internet community have traditionally argued that only five layers are in fact needed, the Session and Presentation layers not existing in their model. Supporters of the seven layer model retort that the layers do exist in programs that operate on the Internet, it is simply that their functionality has been identified (incorrectly) as being parts of the Transport layer and Application layer respectively. Of such arguments holy wars are made.





These layers are more than just mere philosophical constructs, if the interfaces between the layers are properly defined, then each layer can represent a separate program module, which eases the burden of producing an implementation of a protocol stack. Therefore the seven layer model can equate to seven program layers. The hardware requires some form of software program to control it, and that becomes the software equivalent of the physical layer.





�
2.2 Computer Networks





So far the discussion of communication protocols has used the model of two computers communicating directly. In such a situation it is difficult to make a valid case for so many layers of protocols. The reality is that two computers wishing to communicate are rarely directly connected, but instead are connected together via a computer network with potentially many intervening computers. Such a model is usually portrayed as looking something like this:
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The intervening computer network is often shown as some form of “cloud” or “bubble” which accepts data from one computer, and as if by magic enables the same information to appear at another computer some distance away. The reality of the situation is somewhat more mundane, in order to achieve this we must have two things in place:





A reliable means to move the data between two adjacent computers, and


A means to enable the information to navigate through the network to its destination.





Everything else is of no importance to the intervening network. Translated into the seven layer model we have the following:
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The Physical Layer Protocol defines the physical and electrical characteristics of the link between the two computers and nothing more. The need to create a reliable link between two adjacent computers is the responsibility of the Link Layer Protocol, and from the diagram above it can be seen that the Link Layer Protocol operates only across the physical link between the two computers, it is said to operate hop-by-hop. Once the data has been passed by the Link Layer, the Network Layer then inspects the data to determine which particular computer is next in line to receive the data. The decision as to which computer is on the route to the final computer is a complex one, but for the purposes of this discussion we will assume that it is simple. Once the next computer in the route had been identified, the data is passed down to the Link Layer again for it to be sent to the next computer. This intermediate computer is acting as a router. There may be many such routers between the source and destination computers.





It can also be seen from this diagram that all the protocols above the Network Layer operate between the two end computers, and these protocols are said to be end-to-end.





In any given country there will be many Computer Networks, many of the networks will be privately owned for the sole use of one company or organisation. Typically the major telecommunications providers will offer companies use of what is called a “Public Network”, this uses the word Public in the same way as in the phrase “Public Schools”. This service is offered to companies who would like to have a private data network but cannot afford to own one, they would typically pay to have access to a national network. This will usually be cheaper than owning their own network, and they would not need to worry about network management and other issues. Payment would be on a similar basis to that used for normal telephones, a fixed charge with a usage charge added to that.





Because of the nature of such a network many controls would be insisted upon by both the company buying space on it as well as the network provider. For example the network provider would specify the protocols and the speed of the data coming into the network, they may even insist on selling the hardware to connect to the network. In return the company would demand that the security and reliability of the network would meet certain defined levels and this would be enshrined in a Service Level Agreement, with financial penalties for the non delivery of the service levels. The analogy with the telephone network can be extended to include such network facilities as reverse charging and the setting up of closed user groups. These would allow the company to make the public network appear as a private network as far as there users were concerned.


�
2.3 Packet Switching vs Circuit Switching





Reading the preceding section would give the impression that the world of networking is a relatively straightforward place. If one set of protocols is in use, then it is. However there are many protocols defined for each layer, and within the Network Layer there are two approaches to the design of the protocols. They are based on entirely different concepts, and are incompatible with each other. As with all such arguments there are no right answers, each has its own strengths and weaknesses that have to be decided upon when selecting or designing a protocol.





The two approaches are called Packet Switching and Circuit Switching, or more rarely Virtual Circuit and Datagram. The well known Internet suite protocols of TCP/IP fall into the Packet Switching category, and X.25 falls into the Circuit Switching category.





Packet Switching make the assumption that the underlying network is inherently unreliable, and is subject to breakdowns. It’s supporters argue that in order to provide a reliable service on top of this unreliable medium requires a protocol that is capable of using multiple routes between the source and destination systems during the lifetime of a given connection, in order to bypass such failures. This therefore implies that each unit of data traversing the network must contain sufficient information within it to be routed independently of the previous and following units of data. These units of data are known as “packets” hence the name Packet Switching.





One outcome of this assumption is that each packet may travel via a different route and may therefore arrive in a different order at the destination system and they may even be lost en-route. This places a heavy responsibility onto the protocol element that converts these packets into the reliable stream of data needed by the higher layers and the user. This is the reason why TCP is such a complex protocol, and it usually leads to it being a very substantial piece of program code in an operating system. In comparison IP the Network Layer element of TCP/IP is relatively simple since it does not attempt to provide any reliability or to manage the data within the packet.





In comparison the Circuit Switched model assumes that the route between the source and destination systems is set at the start of the connection and does not change. After the initial packet, all subsequent packets use some form of “circuit identifier” to signify the circuit (and therefore the route) rather than the addresses found in Packet Switching. This leads to a reduction in the size of the protocol element of the packet and in the code required to implement the protocol. Unlike Packet Switching all of the intermediate systems involved in handling the circuit must keep a record of the circuit identifier and the route it is taking. The initial connection request packet traverses the network and registers the connection with each of the intermediate systems, it leaves a “snail trail” through the network which is only removed once the connection is ended.





Many of the assumptions made in Circuit Switching are made on the understanding that the Network Layer is underpinned by a Link Layer that will guarantee the ordered delivery of data, and will provide notification of any link failures. It is this assumption that makes a Circuit Switched Network Layer considerably simpler to specify and program than a Packet Switched system.





One advantage of the Circuit Switched approach is that each intermediate system knows exactly how many through connections it is to handle, therefore it is possible to allocate resources (memory, etc.) to each connection statically. There can never be any question of an intermediate system being overrun by data like a Packet Switched based system can be. If there are insufficient resources to support a through connection, the system can refuse the through connection at the time of the initial connection creation, instead of randomly losing data which is the only recourse available to a Packet Switching system.





The disadvantage of the Circuit Switched approach is that if one of the intermediate systems were to stop operating, or one of the links should fail, then the connection will fail as no form of alternate routing can be used.





Given that real computer networks are subject to link failures, power cuts and other unforeseen events, it would appear that the Packet Switching approach is considerably superior to Circuit Switching, and that Circuit Switching has nothing to commend it. This is not true, going back to the definition of the Transport and Session layers in the preceding pages it can be seen that such a loss of a connection is not necessarily fatal to the overall operation of the system. In particular the Session Layer can be used to allow for the use of many Transport Layer connections during the one “session”, and each Transport Layer connection is typically mapped onto one Network Layer connection, hence the system is able to recover by using more than one Network Layer connection during the course of the Application Layer connection. Therefore if a network connection fails, the Session Layer will establish a new Network Layer connection to the remote system. This connection may take a different route through the network thereby bypassing the problem that caused the failure of the previous Network Layer connection.





In contrast when a Packet Switching system finally declares that a connection is dead, it really means it. The alternative routing mechanisms of Packet Switching should have ensured that all alternative routes will have been tried and that none has been successful.





It can be seen that both approaches offer the same overall functionality, albeit through the use of different layers and approaches. It is therefore impossible to say that any one approach is “better” than another.
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